
In his talk Hans Mulder provided insights into how to 
modernize legacy applications in place and beating “the law 
of increasing complexity.” Hans showed  how you can 
modernize your legacy applications quickly and easily using a 
Normalized Systems approach. More importantly, Hans 
demonstrated how modernizing legacy applications using 
Normalized Systems provides for future growth and 
enhancements that extend the life of the application. 
In this session together we explored: 

•  Overview of Normalized Systems 
•  How and When to Use Normalized Systems 
•  Benefits of Normalized Systems 
•  Case Studies  
•  Latest CHAOS Numbers 
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 MODERNIZATION IN PLACE

PERCENTAGE OF FEATURES AND FUNCTIONS BY FREQUENCY USE

NEW 10 YEARS 10-25 YEARS 25-40 YEARS

OFTEN 35% 20% 15% 10%

INFREQUENTLY 45% 30% 25% 20%

HARDLY EVER 20% 50% 60% 70%

The table represents The Standish Group’s opinion of how frequently features and functions are used over the age 

of the application. The older the application, the smaller the percentage of features and functions used. 

M
odernization in Place is to modernize an application or system while it is fully functional and being used by the 

organization and its customers. While this might sound like you’re trying to replace a jet engine in flight, Modernization in 
Place is hardly that difficult or dangerous. It might also seem like you would need lots of planning and analysis to prepare, but 
in fact some thoughtful consideration of the process along with some specialized tools and some trial and error will work best. 

You might also think you need to take a “big bang” approach and cut over to the new application all at once. This is the last thing 

you should do because that approach never works. In this research report we outline a modernization approach that has been 

proven to work.

There are six steps in our Modernization in Place 

technique, but you do not need to do them all at once 

and you do not need to do all of them. It would be wise to 

start with a prototype and go through the process until you 

achieve a satisfactory result. Having a concrete result early 

also provides confidence in the team and its supporters. 
Modernization in Place is the ultimate iterative process 

and agile techniques will aid in the modernization project. 

A small Scrum team made up of six highly skilled members 

with a skilled owner and engaged executive sponsor will 

work wonders.  

Prior to going through the six-step process, a little 

preparation is well worth the effort. First, the team should 

consider all the available migration tools and select the 

ones they like best. However, do not get married to them 

since you may need to change the tools as you go forward with the prototype project. Second, the team should select a small 

application or parts of an application with which to prototype and experiment. Third, the team should reduce the project size by 

removing features and functions that are no longer needed—the key to a successful and valuable moderation project. The older 

the application, the greater the opportunity to reduce the code base. For example, the code base of a 40-year-old application 

could be reduced by as much as 70%.



Copyright © 2015 The Standish Group International, Inc. 2

CRAPPOLA
Modernization in Place follows and considers the Laws of Meir “Manny” 
Lehman. Dr. Lehman, a noted computer scientist, suggests there will be 
continuing applications and systems growth in order to maintain user 
satisfaction. Applications and systems growth will cause a decline in quality 
as well as increase complexity. Lehman suggests that the organization must 
sustain a skilled staff to maintain its applications and systems. Applications 
and systems that are not maintained can cause organizational instability. 
Lehman recommends continuous comprehensive feedback to achieve 
significant improvement. Applications and systems should be considered an 
organizational asset just like plant equipment. It is normal to upgrade and 
replace plant equipment with modern technology and remove equipment 
that does not add value to the process. Therefore, we need to consider Crapola. 

Crapola is code rusting away and preventing progress on lifeblood (critical and innovative) advancements. Even brand-new 
applications have plenty of Crapola or unused features and functions. During the agile development process refactoring or 
pruning is a best practice. Refactoring improves the understandability of the code and changes its internal structure and design. 
The quickest way to reduce software errors is to eliminate software. A regular schedule for refactoring existing code in small 
increments preserves the investment and reduces maintenance costs. Clean code greatly aids in the development of new 
features and functions. Refactoring prior to and during modernization projects can reduce cost and improve quality. In general, 
refactoring or merciless pruning saves time and money, improves quality, enhances user training, and reduces operating costs. 
Remember, when in doubt cut it out. 

You get rid of Crapola by making a steady investment in refactoring and utilizing an optimization process. The Standish Group 
recommends that an organization set up a modernization team or teams with a staff of four permanent technology members, 
two application or system floaters, and a product owner. We suggest using the Scrum methodology. We also suggest that this is 
not a one-time event but a constant and consistent effort. 

We recommend you use our six-step method for Modernization in Place: Step 1: Database Modernization; Step 2: User 
Experience Modernization; Step 3: Application Modernization; Step 4: Availability Modernization; Step 5: Security Modernization; 
and Step 6: Operational Modernization. 

PERCENTAGE OF FEATURES AND FUNCTIONS BY VALUE

The table represents The Standish Group’s opinion of the value of features and functions over the age of the 
application. As the application ages, the value of the features and functions used decreases. 

NEW 10 YEARS 10-25 YEARS 25-40 YEARS

VERY HIGH VALUE 5% 7% 5% 3%

HIGH VALUE 15% 8% 6% 4%

AVERAGE 25% 10% 8% 7%

LOW VALUE 15% 20% 16% 11%

VERY LOW VALUE 40% 55% 65% 75%
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SIX STEPS TO MODERNIZATION
The first three steps should be considered mandatory or essential to the modernization 
process; the last three should be considered optional. 

STEP 1: Database Modernization. This step involves streamlining, cleaning, and updating 
data and databases to modern technology. The older the application or system, the greater the 
opportunity to remove data that is no longer needed. Applications that are 20 years old or older 
could contain up to 50% of data elements that are no longer needed by the organization. There are 
transformation tools available that can help the organization streamline, clean, and move to a modern database technology. 
Even if the system is already on a modern database an application that is older than five years needs to be refactored to keep 
it up-to-date and to reduce maintenance costs. 

STEP 2: User Experience Modernization. This step involves creating and maintaining a current environment in which 
users engage with the application and system. These environments are constantly changing as devices and methods of 
engagement change. The underlying structure of a clean database coupled with modern tools allows the team to create a 
new environment. All the code that provides features and functions that do not currently engage the users can be removed 
and discarded, further reducing the code base. This is a fast-moving environment and devices keep changing in terms of in 
size, shape, and anatomy. The real key is to keep the interfaces both intuitive and simple. 

STEP 3: Application Modernization. This is the process of changing the application so it reflects the features and functions 
of current principles, processes, and techniques. There are many ways to modernize an application, but again, the key to 
application modernization is refactoring and reducing the code base and features. Another way to modernize is with reports. 
Modern report writers coupled with a modern database and new user experiences can easily reduce application code. Report 
writers allow the users to generate their own reports, so no need for coding. In addition, many handwritten middleware and 
standard routines can be replaced with ordinary middleware functions. Use of open source and purchased components 
provide an opportunity to further reduce code. 

SATISFACTION BY TYPE OF PROJECT

The level of satisfaction of projects by types from the CHAOS database, covering projects 
from 2010 to 2014.

ALL PROJECTS
MODERNIZATION

PR0JECTS

NEW 
DEVELOPMENT 

PROJECTS

VERY SATISFIED 6% 8% 5%

SATISFIED 21% 28% 18%

SOMEWHAT SATISFIED 29% 32% 30%

NOT SATISFIED 20% 13% 21%

DISAPPOINTED 24% 19% 26%
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OPTIONAL STEPS
The project is complete at the end of Step 3. Steps 4, 5, and 6 should be considered optional 
and can be accomplished in any order.  

STEP 4: Availability Modernization. This is the process of changing from the traditional 
availability and disaster recovery methods to a continuous-readiness program. Readiness programs 
are based on a comprehensive approach to maintaining a consistent high quality of IT availability in the 
face of all of life’s uncertainties. The centerpiece of a readiness program is the active/active environment. 
An active/active environment is when applications and data are synchronized and all computing resources are available for 
active production processing. When an update occurs on any available resource, it is automatically propagated to all other 
resources that back up that type of event in real time. An active/active solution does away with all planning, testing, certification, 
reporting, and other nonproductive activities.

STEP 5: Security Modernization. This step involves changing the traditional security and protection systems from passive 
to proactive. Thought should be given to closing security holes in the migrated code. The security process can be complex, 
as organizations commonly deploy hundreds of assets. Many organizations have found that using templates provides for 
prioritizing assets’ security levels and measuring or mitigating risk exposure. One way to make the process simpler is to deploy 
a centralized security management system. Many organizations have an active program to implement centralized security 
management. Some of them have a method to fully satisfy auditors that they are meeting security compliance. This requires 
special, highly sophisticated software. 

STEP 6: Operational Modernization. This is the process of moving from a vertical structure to a matrix structure by 
adding horizontal service views. Operational modernization is a companion to a service-oriented architecture (SOA), where 
the operation and processing fall under a service-oriented management structure. The idea is to run the service in the most 
appropriate place, at the right service level and cost structure. Services that require high availability, security, and data integrity 
will operate in one space, while services that do not maintain a high availability state or do not have a high worth will operate in 
a less reliable service area at a lower cost. For the most part, operational personnel will neither know nor care where the service 
takes place and will have a uniform operational management system. This requires special, highly sophisticated software. 

SKILL LEVELS OF SUCCESSFUL MODERNIZATION PROJECTS

The skill levels of successful modernization projects, measured by on time, on budget, and with a 
satisfactory outcome, from fiscal 2010 to 2014.

SUCCESSFUL HIGHLY SKILLED MODERATE POORLY

EMOTIONAL MATURITY 38% 39% 14% 9%

EXECUTIVE SPONSORSHIP 38% 29% 19% 14%

USER INVOLVEMENT 20% 47% 26% 7%

OPTIMIZATION 33% 26% 29% 12%

PROJECT MANAGEMENT EXPERTISE 29% 35% 27% 9%

SKILLED RESOURCES 18% 48% 28% 6%

EXECUTION 17% 51% 21% 11%

TOOLS & INFRASTRUCTURE 26% 27% 40% 7%

CLEAR BUSINESS OBJECTIVES 19% 39% 26% 16%

AGILE PROCESS 15% 36% 21% 28%



Copyright © 2015 The Standish Group International, Inc. 5

BENEFITS OF MODERNIZATION
The benefits of modernizing critical older applications are many, as are the risks of not 
modernizing them. A large percentage of the IT budget is dedicated to keeping current systems 
running. One of the major benefits of modernization is a reduction in operating costs. The lower 
cost includes lower expense for hardware and software infrastructure and application maintenance 
labor. Funds from these savings can be used to create higher-value innovations and applications. 
Modernization creates opportunities for the organization to preserve the investment in older critical 
applications as well as opportunities to reuse the data for other applications, services, and reporting. 

Other benefits of modernization include the opportunity for the organization 
to develop big data services, SOA, cloud computing, and enhanced user 
experiences.

The risks of not modernizing critical older applications include the retirement 
and the unavailability of staff to maintain and update the systems. Risks also 
include the lack of qualified personnel to replace retired staff and the availability 
to train new staff members on old technology. There is also the risk that older 
hardware and software infrastructure will be retired or terminated. Also, the 
maintenance costs of rare, outdated, and obscure technology can easily spiral. 
Furthermore, the organization likely will not be able to make changes to older, 
critical applications services without changing the entire application, making it 
cost-prohibitive to add critical new features and functions.

In summary, there are many benefits to Modernization in Place. Modernization 
requires both special and general skills. It should not be a discrete project with 
all the accompanying compliance, governance, and bureaucratic procedures, 
but an ongoing environment of opportunities to improve and maintain the 
software assets of the organization. In this regard, The Standish Group 
recommends a modernization center with permanent staff, an opportunity funnel, and a breadbasket budget. 

The Standish Group offers a three-step method to help your organization focus on modernization and begin the process of 
Modernization in Place. Step 1: Modernization Environmental Orientation; Step 2: Individual Opportunity; and Step 3: Value 
Optimization Clinic. We then follow up: Each quarter The Standish Group will visit your organization to update your modernization 
portfolio. 

CHAOS RESOLUTION BY PROJECT TYPE

Project resolutions by type, measured by on time, on budget, and with a satisfactory outcome, from fiscal 2010 
to 2014.

ALL TYPES MODERNIZATION
NEW 

DEVELOPMENT
PURCHASED 
APPLICATION

SUCCESSFUL 29% 54% 21% 39%

CHALLENGED 52% 37% 59% 40%

FAILED 19% 9% 20% 21%
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Many of the subjects within this report are subjects 
of CHAOS Tuesday, our Internet radio program. These 
shows include: 

CHAOS Tuesday #3 Modernization

CHAOS Tuesday #56 Modernization in Place

CHAOS Tuesday #59 User Experience

CHAOS Tuesday #63 Application Modernization

Similar research reports are

• Modernization: Clearing a Pathway to Success

• Exceeding Value

• Factors of Success 

• CHAOS Manifesto 2014

ADDITIONAL RESOURCES AND RESEARCH

CHAOS  MANIFESTO  2014
Value versus Success & the Orthogonals 

VALUE PORTFOLIO OPTIMIZATION AND MANAGEMENT SERVICE
Our Value Portfolio Optimization and Management Service is a forward-thinking and predictive visualization of the 
value of your software investments.

By focusing your project portfolio on value, our service frees your organization to create value.

Our service offers the following benefits:

• High Returns on Investment

• More Innovations

• Greater Stakeholder Satisfaction

• Less Management Frustration

• Reduced Project Overhead

For a quote, e-mail Jennifer Lynch at 
Jennifer@standishgroup.com
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How it all started… 
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Modernisation versus New Development or 
Purchased Application 



Satisfaction by type of project 
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Size project * Complexity IT * Change = Chaos 



Frequency use 



Value of Features over time 



•  Refactoring improves the understandability of the code and changes its 
internal structure and design. The quickest way to reduce software errors 
is to eliminate software.

•  Clean code greatly aids in the development of new features and 
functions. Refactoring prior to and during modernization projects can 
reduce cost and improve quality. In general, refactoring or merciless 
pruning saves time and money, improves quality, enhances user training, 
and reduces operating costs. Remember, when in doubt cut it out. 
You get rid of Crapola by making a steady investment in refactoring and 
utilizing an optimization process. 

•  The Standish Group recommends that an organization set up a 
modernization team or teams with a staff of four permanent technology 
members, two application or system floaters, and a product owner. 

•  We suggest using the Scrum methodology. We also suggest that this is 
not a one-time event but a constant and consistent effort.  

Crapola 



Reckless Prudent 

Deliberate “We don’t have time 
for design” 

“We must ship now  
and deal with the 
consequences” 

Inadvertent “What is layering?” 
“Now we know how 
we should have done 

it” 

Design debt 
(M. Fowler, 2010) 



Visible Invisible 

Positive 
value 

New features 
Added 

functionality 

Architectural, 
Structural features 

Negative 
Value 

 
Defects Technical Debt 

Technical Debt 
(P. Kruchten) 



Case comparison 



Case comparison 
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Case comparison 



Case comparison 





Normalized Systems takes Modernization to the next level, 
creating a constant and consistent effort. 

•  This means you should never have to modernize again. 
Normalized Systems theory is a rational way to evolve 
applications and systems to reduce complexity and maintain 
quality. 

•  Normalized Systems uses extremely fine-grained modular 
structure. 

•  The Standish Group would call this a steppingstone or 
microproject approach. 

•  Normalized Systems provides for applications and systems to 
be able to evolve over time; they are designed not only to 
accommodate change but to promote change.  





Laws of Manny Lehman 



Approach  
!  Using scientific proven methods for systems 

development instead of “best” practices 
!  Cutting away redundant structures that have 

been organized around systems development 
in the last 40 years and getting back to the 
basics  

!  Software development on basis of engineering 
principles using a constructional instead of a 
“functionality” view. 

!  Getting rid of the “BS” that has entered the 
realm of systems development and work only 
with IT engineers for building systems. 



What’s needed 
1.  Enterprise architecture (Methodology of the cliënt) 
2.  Integration architecture: RED integration patterns 
3.  Application design: NS approach 
4.  High level analysis: DEMO CM, Fact model and ORM  
5.  Processes: user stories / journeys / scenario’s 
6.  Low level functionality analysis: NS approach 
7.  Build: NS expanders / ORM tooling / etc. 
8.  Test: generated during build phase & using test tools 
9.  Implementation: RED implementation strategy 
10. Platform: Standard hardware, application server, 

application patterns, monitoring etc. 



Project setup 
!  Small teams (4-8) 
!  Use of agile methods (Scrum, evolutionary 

prototyping, etc) 
!  Aim at 100% automation of coding, testing & 

deployment 
!  A business responsible as product owner with 

in dept knowledge. 
!  Team is fit for the job, high performant team, 

no bystanders 
!  When multiple teams the team work is 

separated. Teams can work in parallel 



! Mainframe migration to windows incl. SOA 
on basis of Demo (highly complex) 
! Complete rebuild/restructure over 2 years 

! 40% of orig. nr. days of work. Orig. est. approx. 
15.000 days. (90% of code generated)  

! ROI: investment approx. € 3.000.000 in 2 years, 
recurring cost reduction per year approx. € 
3.5000.000 

Results up till now (1) 



Results up till now (2) 
!  1 legacy rebuild project with DEMO & NS (Complexity 

average) 
!  10% of orig. nr. days of work. Orig. est. approx. 800 days. 

(97% of code generated)  
!  Evolvable software 

!  2 new build projects with DEMO & ORM tool (Complexity 
low) 
!   20% of orig. nr. days of work. Orig. est. approx. 40 days. 

(99% of code generated) 
!  20% of orig. nr. days of work. Orig. est. approx. 20 days. 

(99% of code generated) 
!  Throw-away software (system of innovation) 

!  1 combined rebuild/build project ongoing with DEMO & 
NS (complexity high) 
!  Aim is 25% of orig. nr. days of work. Orig. est. approx. 1000 

days.  



What it is (not) 
!  It is not a silver bullet, its just the first step to a more 

automated way of building and maintaining systems  
!  It will get you evolvable software systems and….if 

applied correctly an evolvable enterprise architecture 
!  It is not solving your specification, resource quality 

problems 
!  It is not to be used with outsourcing (as it generates 

the software for the most part) 
!  It is simple but not easy,  
!  It is robust and evolvable, but still it is just work, 

done by people. 
!  It is reducing cost and providing business value 
 



Challenges we encounter (1) 
!  Building with a higher speed than the business can adopt. 

How to get it approved when the business is not ready 
!  The business specification problem gets fully visible. How to 

get the right requirements on time? 
!  Position of the Information Management departments gets 

partly redundant. How to deal with (subtle) opposition? 
!  It looks to good to be true. How to deal with to much 

attention from supporting management departments? 
!  Every method had it’s own paradigms (Object Orientation, 

SOA, ESB, Aspect programming, functional designing, etc.) 
How to move people to adopt factual engineering 
knowledge to gain the desired evolvability & productivity? 



Challenges we encounter (2) 
!  It is mostly eclectic on basis of scientific research. 

How to deal with the scarcity of resources that 
understand the DEMO and NS approach and can 
apply it in conjunction? 

!  It is a new way of thinking about systems 
development but it is no silver bullet. How to help 
management in changing the way they think 
about this new reality?  

!  Resulting from academic research it invites people 
to talk and research things instead of code. How 
to get to the results in stead of getting only new 
elaborations on the method 



Reflection Modernisation 
! Modernization in Place 
! Continuous operations 
! Continuous delivery 
!  Faster gradual changes 
!  Intuitive absorption 
!  Time to market 
! Dramatic cost reduction 
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Normalized Systems 
Applications 

June 2015 

 

Summary of the installed and operational NS Applications, both in the administrative 
domain (retail, government, healthcare) as well as in the industrial domain (digital 

content distribution, automation, data centers). 
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Normalized Systems Applications 
June 2015 

 

� ADMINISTRATIVE DOMAIN (NSX) 

Name: Ankona 
System developer: Customer/NS-team 
Customer: Local Governmental institute 
Description: Management of high-level project information 
for the Environment Department 
Details: production system deployed at customer data center 
 
Name: Authorized persons for ICT Tickets 
System developer: Customer/NS-team 
Customer: Local Governmental institute 
Description: Small application for linking departments with 
their authorized persons 
Details: extension to Active Directory, production system 
deployed at customer data center; used by all employees of 
the customer. 
 
Name: Budgetmonitoring ICT 
System developer: Customer/NS-team 
Customer: Local Governmental institute 
Description: Monitoring invoices and detailed budgets 
Details: replacement of Excel input tool, production system 
deployed at customer data center; used by all departmental 
staff members 
 
 

 

NS Applications 
 

x x x 

 

x NSX 
 
Applications for 
Administrative 
Domain 
 
 

x Cast4All & NSX 
 
Applications for 
Industrial 
Domain 
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Name: COMa 

System developer: Customer/NS-team 

Customer: Retailer  

Description: Contractual Ordering Management 

Details: production system deployed at customer data center; used by approximately 20 staff 

members 

 

Name: CRM-light for Culture Department 

System developer: Customer/NS-team 

Customer: Local Government 

Description: Contact Management application 

Details: rebuild of existing application, production system deployed at customer data center; 

used by all employees of the customer Culture Department 

 

Name: Deployments planning 

System developer: Capgemini/NS 

Customer: Ministry (command & control support center) 

Description: Application to plan deployments 

Details: Proof of Concept, not in production 

 

Name: Employee Mgmt.     
System developer: Customer/NS-team 

Customer: Retailer  

Description: backend application for nightly synchronization of personnel data with the 

customer mainframe 

Details: production system deployed at customer data center; used to synchronize employee 

data (approximately 22.000 employees) 

 

Name: EneZo 

System developer: Customer/NS-team 

Customer: Retailer 

Description: 'Energy Care' application to fill in checklists to save energy in customer stores 

Details: production system deployed at customer data center; used for 140 stores 

 

Name: Environmental performance 

System developer: Customer/NS-team 

Customer: Local Governmental institute 

Description: Monitoring a decentralized input of environment incriminating data: consumption 

of gas, electricity, vehicles, paper, etc. 

Details: production system deployed at customer data center; used by all employees (20) of 

customer Department 'Environment' 
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Name: European projects 
System developer: Customer/NS-team 
Customer: Local Governmental institute  
Description: Tool for managing the funding of European projects 
Details: on top of existing SqlServer database; production system deployed at customer data 
center; used by all customer staff (+250) 
 
Name: IB47 
System developer: NSX 
Customer: National Governmental institute 
Description: Application to support the collection of taxes on 'irregular' income 
Details: Proof of Concept, rebuild of existing application for measurement purposes, not yet in 
production 
 
Name: Accountancy 
System developer: NSX/NSI 
Customer: University association 
Description: NS Accountancy application 
Details: in development in the scope of a PhD thesis 
 
Name: Salesforce/AS400 Integration 
System developer: Customer/NSX 
Customer: Leasing company 
Description: NS Accountancy application 
Details: backend NS integration between Salesforce and AS400; in production at customer data 
center; used to synchronize (e.g. cost center) data between Salesforce and AS400 systems 
 
Name: MediOnd 
System developer: Customer/NS-team 
Customer: Retailer 
Description: Application to report medical examinations of employees 
Details: production system deployed at customer data center; used by about 20 medical staff 
members 
 
Name: MeetingPlan    
System developer: Customer/NS-team 
Customer: Retailer 
Description: Planning application to manage repetitive meetings 
Details: production system deployed at customer data center; used by about 20 planners and 
120 users 
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Name: Milieu Erkenningen 
System developer: NSX 
Customer: National Governmental institute 
Description: Application to manage environment admissions 
Details: acceptance test system deployed at data center of customer; used by employees (100) of 
environmental department  
 
Name: Minerva 
System developer: NSX 
Customer: HRM/Interim service provider 
Description: Timesheet and invoicing application 
Details: mission critical; PL/SQL integration project; production system deployed at third party 
data center; used by all customer employees (+1300), generation automatic invoices for all 
customer contractors 
 
Name: New Ideas 
System developer: Customer/NS-team 
Customer: Local Governmental institute 
Description: Application where employees can post suggestions about the organization 
Details: Access rebuild, production system deployed at customer data center; used by all 
customer employees (+1000) 
 
Name: Hispeed 
System developer: Capgemini/NS-team 
Customer: National railway 
Description: Hispeed monitoring application 
Details: Corba integration (data from Pro-Rail); deployed as production system at customer 
data center. 
 
Name: PDC 
System developer: Customer/NS-team 
Customer: Local Governmental institute 
Description: Products and Services Catalog for the Logistics department 
Details: production system deployed at customer data center; used by all employees of the 
customer (+1000) 
 
Name: piavo 
System developer: NSX 
Customer: National Governmental institute 
Description: Application to manage the process and information architecture of the customer 
Details: acceptance test system deployed at data center of customer; used by employees (+250) 
of department 'Bestuurszaken'  
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Name: ProcesEval 
System developer: NSX 

Customer: University  

Description: Application to track and manage master theses for the Faculty of Applied 

Economics 

Details: production system deployed on NSX server; used by all teaching staff (+50) of the 

Faculty of Applied Economics 

 

Name: PVI Reservations 

System developer: Customer/NS-team 

Customer: Governmental Safety Institute 

Description: Reservations for the Safety Institute of the customer 

Details: development ongoing, deployed on customer test server, will be used by staff of the 

Safety Institute (+50) 

 

Name: qSurvey     

System developer: Customer/NS-team 

Customer: Retailer 

Description: Creation and Management of construction specifications and quantity surveys 

Details: production system deployed at customer data center; used by about 40 employees 

 

Name: reqSpec     

System developer: Customer/NS-team 

Customer: Retailer 

Description: Creation and Management of machine specifications 

Details: production system deployed at customer data center; used by about 20 employees 

 

Name: Roetfilters 

System developer: NSX 

Customer: National Governmental institute 

Description: Application to manage the application of particulate filters 

Details: acceptance test system deployed at data center of customer; used by employees of 

department (+20) 

 

Name: sDesk 

System developer: Customer/NS-team 

Customer: Retailer 

Description: Ticketing system for the service desk 

Details: production system deployed at customer data center; used by 20 service desk 

employees and 3000 users 
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Name: StartIt 
System developer: NSX 
Customer: Social institution enabling people to (re)access labor market 
Description: Application to manage courses, teachers, coaches, students, subsidies, education 
material, etc. 
Details: in development; production system will be deployed at NSX server; will be used by 
team of staff personnel (30) and viewed by +500 course participants (mission critical) 
 
Name: S’dim 
System developer: NSX 
Customer: Real Estate 
Description: Application to produce, manage and report estimates of real estate value 
Details: in development; production system will be deployed at customer data center or 'in the 
cloud'; will be used by all employees and will be mission critical 
 
Name: Submit 
System developer: Customer/NSX 
Customer: IT capability provider 
Description: Application to manage timesheets and cost notes 
Details: implementation finished; production system will be deployed at customer data center; 
used by all consultants and 'office' team (+50) 
 
Name: T’sur HR 
System developer: Capgemini/NS 
Customer: Telecom 
Description: HR application, integration with OpenERP 
Details: NS-OpenERP integration project, deployed within production system at customer data 
center. 
 
Name: xpsRequest   
System developer: Customer/NS-team 
Customer: Retailer 
Description: Application to monitor requests of XPS cycles 
Details: production system deployed at customer data center; used by 2500 employees 
 
Name: Who is Who 
System developer: Customer/NS-team 
Customer: Local Governmental institute 
Description: white pages on the intranet 
Details: backend integration of employee information from Peoplesoft, Planon and Xtremis; 
production system deployed at customer data center; used by all employees (+1000) 
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� INDUSTRIAL DOMAIN (CAST4ALL & NSX) 

 

x C4A Software systems (i.e. software developed for specific customers): 

 

Name: Processing Job Monitoring 

System developer: Cast4All NV 

Customer: Broadcast equipment  

Description: Monitoring of high-speed video processing for sport event coverage, such as World 

Cup Soccer and Olympics 

Details: mission critical; >1000 tagging messages every hour; mobile installation 

 

Name: Upload/Download Manager 

System developer: Cast4All NV 

Customer: Media and communications 

Description: Management of digital movie distribution to cinema theatres through various 

content delivery networks 

Details: mission critical; NS Webservices integration with customer movie management 

platform (developed in .Net technology); client software deployed at 150 cinema theaters in 

Portugal and Austria 

 

Name: Service Desk 

System developer: Cast4All NV 

Customer: Automation equipment 

Description: Management of equipment customer install base and all service interventions 

Details: production system deployed at customer server; used by service team (+20) 

 

Name: SmartMon 

System developer: Cast4All NV, NS-team 

Customer: Solar energy production 

Description: Monitoring of Power Voltage (Solar Panel) installations 

Details: mission critical; cloud-deployed production system (third party); used by customer 

service team; monitoring +2000 installations 

 

Name: DLMS monitor 

System developer: Cast4All NV, NS-team 

Customer: Multi utility gateway provider 

Description: Monitoring of Smart Meters using DLMS protocol 

Details: wireless monitoring using 169 MHz technology through DLMS gateway; proof of 

concept, demo system 
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x C4A Software products/packages (i.e. software distributed by OEM Resellers): 

 
Name: CineStore Delta 
Product owner: Cast4All NV 
OEM Reseller: Broadcast equipment  
Customer(s): Asian broadcasting company, Digital Cinema 
Description: Operational Support System for B2B distribution of digital movies to cinemas and 
cable head-ends 
Details: mission critical; RMI-distributed demo system deployed in customer data centers  
 
Name: Automation Telecom Site Management System 
Product owner: Cast4All NV 
OEM Reseller: Automation equipment  
Customer(s): several telecom providers 
Description: Operational Support System for containerized power solutions on nodes of fiber 
optical networks  
Details: mission critical; production systems deployed in data centers of several customers; 
processing 30.000 alarms/notifications every day  
 
Name: Automation Railway Site Management System 
Product owner: Cast4All NV 
OEM Reseller: Automation equipment 
Customer(s): National railway infra provider 
Description: Operational Support System for power units along high-speed railroads 
Details: production systems deployed on High Speed railway lines Antwerp-Breda and 
Brussels-Liege 
 
Name: Varicontrol 
Product owner: Cast4All NV 
OEM Reseller: Supplier of data center and server room solutions 
Customer(s): University ICT service center 
Description: Integrated Data Centre monitoring solution for both rack infrastructure and facility 
equipment 
Details: acceptance test systems deployed at customer, two data centers in the UK and one in 
France (will become mission critical) 
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Abstract 
Normalized Systems (NS) theory has recently been 

proposed as an approach to develop agile and 
evolvable software by defining theorems and design 
patterns for software architectures. In this paper we 
discuss the NS development process, which is 
illustrated by means of an elaborate description of a 
case regarding a budget management application 
developed according to the theory. Advantages of the 
NS approach, such as swift application development 
through code expansion and the transfer of additional 
NS design knowledge to new applications, are equally 
discussed.   
 
 
1. Introduction  
 

Over the last decade, an ever-increasing amount of 
research conducted has been conducted on agile 
software development [3]. Although the progress made 
in this research domain has proven to be very valuable 
in improving agile development processes (e.g. [9], 
[4]), less attention has been paid to making the 
software itself more agile. In this paper, we describe a 
project in which the focus is on the evolvability of the 
software architecture itself. If an organization is to be 
competitive in current volatile and competitive 
economic conditions, it needs to be agile across its 
organizational structure, enterprise architecture and 
information systems [1]. Therefore it is important for 
organizations to focus on implementing software that 
supports changes in the organization, as this can be 
considered as an important step or precondition in 
establishing an agile organization. 

Recently Normalized Systems (NS) theory has been 
proposed as a theory for making software more agile 
[13]. Here the ability for software to be easily changed 
is called software evolvability. This evolvability can be 
achieved by adhering to a limited set of theorems that 
result in a very specific and evolvable software 
architecture. The NS theory has been extended for 
several years now, up to a point that it has become 
fully theoretically founded [8] and implemented in 
several software projects. Although the theoretical 
contributions of NS have been widely documented in 
previous research (e.g., [11,12,13]), few reports are 
available on real-life cases in which NS was employed. 
Nevertheless, NS offers advantages in both theory and 
practice. In this paper, we document such a 
development project to (1) show the feasibility of the 
NS approach for building evolvable software in 
practice and (2) to highlight the benefits of a real-life 
NS development project. 

As the case description requires an understanding 
of the NS theory, its foundations are discussed in 
Section 2. The practical implications of these 
foundations will be explained in Section 3, by 
describing the NS conforming development of a budget 
management application for a local Belgian 
government. In Section 4, we will discuss one specific 
advantage of NS development, which is the inclusion 
of NS knowledge into new applications. In the next 
Section we discuss some observations, contributions 
and future research. We end the paper with a 
conclusion in Section 6. 
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2. Normalized Systems  
 

The Normalized Systems theory postulates that 
software architectures should exhibit evolvability due 
to ever changing business requirements [8,11,12,13]. 
In the theory, evolvability is operationalized by the 
absence of combinatorial effects. Such an effect is 
defined as a change of which the impact is not solely 
related to the kind of the change, but also to the size of 
the system it is applied on. As the NS theory assumes 
that over time software is subject to an unlimited 
evolution (i.e., both additional and changing 
requirements), combinatorial effects have a highly 
undesirable effect on software evolvability. Indeed, if 
changes to a system depend on the size of the ever-
growing system, these changes become ever more 
difficult to cope with (i.e., requiring more effort) and 
hence reduce the evolvability of the system.  

The theoretical foundation of NS reasoning is the 
concept of systems stability from systems theory [11], 
which states that a bounded input (i.e., changing 
requirements) should result in a bounded output (i.e., 
changes in the software). Additionally, significant 
progress has recently been made in establishing the 
theoretical concept of entropy as a second foundation 
for the NS theory [10].  

Normalized Systems theory proposes a set of four 
theorems and five expandable elements that constitute 
the foundation for developing evolvable software 
through pattern expansion of the elements. The 
theorems are formally proven principles (cf. [12]) 
which offer a set of necessary conditions that should be 
strictly adhered to, in order to avoid combinatorial 
effects. The NS theorems have been implemented in 
NS elements. These elements provide a set of 
predefined higher-level structures, patterns or 
“building blocks” offering an unambiguous blueprint 
for the implementation of the core functionalities of 
realistic information systems, adhering to the four 
stated theorems [13]. 

 
2.1 Theorems  
 

NS theory proposes four theorems, which have 
been proven to lead to combinatorial effects if not 
adhered to [11]: 

 
• Separation of Concerns (SoC), requiring that 

every change driver (concern) is separated from 
other concerns in its own module;  

• Data Version Transparency (DvT), requiring that 
data entities can be updated without impacting the 
entities using it as an input or producing it as an 
output;  

• Action Version Transparency (AvT), requiring that 
an action entity can be upgraded without 
impacting its calling components;  

• Separation of States (SoS), requiring that each step 
in a work-flow is separated from the others in time 
by keeping state after every step. 

 
These theorems are not new in themselves but 

relate to well-known and often tacit design heuristics 
of software developers, as mentioned explicitly in [12]. 
For example, well-known concepts such as an 
integration bus, a separated external workflow or the 
use of multiple tiers can all be seen as manifestations 
of the Separation of Concerns theorem [12]. The value 
of the four NS theorems can however be found in the 
fact that they (1) make certain aspects of that heuristic 
design knowledge explicit, (2) offer this knowledge in 
an unambiguous way (i.e., violations against the 
theorems can be proven), (3) are unified based on one 
single postulate (i.e., the need for evolvable software 
architectures having no combinatorial effects) and (4) 
have all been proven in a formal way in [11]. 

 
 

2.2 Normalized Systems Elements  
 

Consistently adhering to the four NS theorems is 
very challenging for developers due to two reasons. 
First each violation of the NS theorems during any 
stage of the development process results in a 
combinatorial effect. Secondly, the systematic 
application of these theorems results in very fine-
grained structures. Therefore five expandable elements 
were proposed which make the realization of NS 
applications more feasible. These elements are 
encapsulated high-level patterns that comply with the 
four NS theorems: 
 
• data element, being the structured composition of 

software constructs to encapsulate a data construct 
into an isolated module (including get- and set- 
methods, persistency, exhibiting version 
transparency,...); 

• action elements, being the structured composition 
of software constructs to encapsulate an action 
construct into an isolated module; 

• workflow element, being the structured 
composition of software constructs describing the 
sequence in which a set of action elements should 
be performed in order to fulfill a flow into an 
isolated module; 

• connector element, being the structured 
composition of software constructs into an isolated 
module allowing external systems to interact with 
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the NS system without calling components in a 
stateless way; 

• trigger element, being the structured composition 
of software constructs into an isolated module 
which controls the states of the system and checks 
whether any action element should be triggered 
accordingly. 

 
More extensive descriptions of these elements are 

for example available in [11,12,13]. Each of the five 
elements discussed are in fact design patterns, as they 
represent a recurring set of constructs encapsulated in 
the element. Each element contains the intended core 
construct and a set of relevant cross-cutting concerns 
(such as remote access, logging, access control, etc.). 
This construction entails that the elements facilitate a 
set of anticipated changes that ensure the elements are 
evolvable, as more thoroughly described in [12]. As 
discussed in [2], the definition and identification of the 
NS elements is based on the implications of the set of 
NS theorems. As an example we can quote how the 
theorems Separation of Concerns (SoC) and Separation 
of States (SoS) indicate the need to formulate a 
workflow element. Such a workflow element allows 
the stateful invocation of action elements in a 
(workflow) construct. Indeed the SoS theorem requires 
this kind of stateful invocation and the SoC theorem 
demands that the concern of invocation is handled by a 
separate construct.  

The implementation of a data element in a Java 
Enterprise Edition (JEE) implementation (a widely 
used platform for the development of distributed 
systems [14]) has also been described in previous 
work. In [12] it is discussed how a data element Obj is 
associated with a bean class ObjBean, interfaces 
ObjLocal and ObjRemote, home interfaces 
ObjHomeLocal and ObjHomeRemote, transport 
classes ObjDetails and ObjInfo, deployment 
descriptors and EJB-QL for finder methods. 
Additionally, methods to manipulate a data element’s 
bean class (create, delete, etc.) and to retrieve the two 
serializable transport classes are incorporated. Finally, 
an agent class ObjAgen provides the remote access. 
Combined, these elements provide the main concerns 
and cross-cutting concerns of the data element 
instance. Similarly, the functionality of other NS 
element instances is provided by about 10 classes per 
instance. Comparing this to for example the observer 
design pattern defined by [5], the complex architecture 
of NS conforming applications becomes clear. 
Whereas the observer pattern of Gamma requires two 
classes and two interfaces, the NS implementations 
requires seven NS elements and thus about 70 classes. 
Consequently, it is clear that in order to prevent 
combinatorial effects, a very fine-grained modular 

structure needs to be adhered to. How the complexity 
of the large amount of classes is coped with will be 
discussed in the next section. 

Moreover, the complete set of elements covers the 
core functionality of an information system. 
Consequently, as such detailed description is provided 
for each of the five elements, an NS application can be 
considered as an aggregation of a set of instantiations 
of the NS elements. This is shown in Figure 1. The top 
level of this figure shows the five NS elements. Based 
on these elements, the functional analyst will formulate 
instantiations that are the foundations of a NS 
application. Figure 1 shows how the application 
discussed in this paper includes amongst others 
Budget, Budget change and Product instances of the 
NS data element. At run time, these instances are 
instantiated once more (i.e., form a double 
instantiation) to form specific occurrences of, for 
example, a budget. 

 

 

Figure 1. Principle of double instantiation in 
Normalized Systems 

  
2.3 Pattern expansion  
 

In practice it seems very unlikely to arrive at the 
very fine-grained modular structure implied by the NS 
theorems without the use of higher-level primitives or 
patterns. The process of defining these patterns and 
transforming them into code is shown in Figure 2, 
which will be discussed in Section 3. As NS proposes a 
set of five elements that serve as patterns, this figure 
shows how the actual software architecture of NS 
conforming software applications can be generated in a 
relatively straightforward way by the use of NS 
expansion. This expansion mechanism is an essential 
part of making the NS theory applicable in practice. 
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3. The NS Budget Application Case 
 

Because of the fundamental new insights the 
discussed Normalized Systems theory offers in the 
development of evolvable software, there was a need 
for a new software development process that supports 
the NS theorems. In this section we will explain and 
discuss this development process by using a completed 
real-life case as an exemplar. 

Over the last few years, several evolvable software 
applications have been built according to the NS 
theory. Although these applications have been quoted 
as examples of the feasibility [12] and theoretical 
soundness [8] of NS theory, none of them have been 
extensively elaborated on in academic literature. In this 
paper we will therefore discuss one of the finished NS 
projects at length. As this is the first time we describe a 
NS case in this way, we have specifically chosen a 
project with limited complexity. This allows us to fully 
explain the application at hand while also explaining 
the development process and discussing some 
interesting observations. 

The case we have chosen is the development of an 
application to manage the budgets of a local Belgian 
government. The administration of this government 
does intensive tracking of its budgets. The overall 
available budget is divided into very fine-grained sub-
budgets, complicating the budget assignment, 
reservation, fixations, changes, etc. This was 
traditionally done using the flexibility offered by pivot 
tables within Microsoft Excel. These tables allowed for 
the selection of subsets of a specific budget and for 
quick calculation of the available budget for a 
department, activity, etc. In an effort to enable the 
integration of these budget management functionalities 
with project management, budget reporting and budget 
simulations functionalities, a project was initiated to 
capture the budget management functionalities in a 
stand-alone application.  

However, the development of this application 
presented some challenges. The first one was that the 
new application needed to satisfy the flexibility and 
versatility the users got used to in managing the 
budgets in Microsoft Excel pivot tables. To cope with 
this challenge, it was decided to focus the initial 
application solely on budget management and its user-
friendliness. This application would then be a sound 
basis for further extending the application to include 
the other requirements of budget reporting, simulation 
and project management. These incremental 
expansions of the application will be supported by the 
fact that NS applications can be changed and expanded 
without the needed effort increasing due to the size of 
the application.  

  Another challenge was that the budget 
management tool is very context-specific. Budgets are 
defined at different levels of the specific government. 
Therefore budgets can be managed on both very 
general and very fine-grained levels, but the 
application needs to include the composition of 
budgets at all levels. More specifically, budgets are 
defined by a combination of the following six 
parameters: department, activity, article, domain, 
product and budget year. The unique combination of 
these six parameters is the key of a budget in its most 
specific manifestation. However, budgets also need to 
be consulted as combinations of these parameters. For 
instance, the aggregated budget of a specific 
department or the combined budget of a product in a 
specific department also need to be retrieved. This 
specific composition of budgets could not be realized 
in common ERP-systems and therefore a custom 
application had to be built. 

These challenges were however all successfully 
coped with in the development process, and this in no 
small part due to the NS development process. Five 
sequential steps, which are shown in Figure 2, 
characterize this development process. These steps will 
be discussed in-depth in the following sections, 
together with their interpretation in the budget 
application development process. 

 
3.1. Functional analysis  
 

As in most software projects, the first stage of the 
budget application development process is the 
functional analysis. Similar to other development 
methodologies (such as the object-oriented approach), 
this analysis is advised to be done in terms of the 
constructs defined by the approach itself. In NS 
development, this means that real-world requirements 
in any form (e.g., use cases, natural language 
description, domain class diagrams, Business Process 
Modeling Notation (BPMN)-diagrams, etc.) are 
translated into instantiations of the five NS elements 
discussed earlier.  

For the budget application, a manageable set of 
requirements was extracted together with end users. 
System analysis happened in two sessions in which an 
Entity Relationship Diagram (ERD) and a table with 
data elements were drawn up. The ERD diagram that 
resulted from these sessions is shown in Figure 3. This 
figure shows the identified NS element instantiations 
of the application. As the application is very data-
intensive, the application could be built only using NS 
data element instantiations.  
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Figure 2. The NS development process 
(adapted from [2]) 

 
The functional requirements can be easily 

explained using the ERD. As visually represented in 
the ERD, the Budget is the central data element 
instance of the application. The current budget is 
defined by the aggregation of changes to that budget 
over time. The consultation of the current budget is 
therefore done in real-time, meaning that the 
application calculates the current budget based on all 
previous Budget changes. This is done for data 
integrity reasons, as one single error in the calculation 
can lead to erroneous data stored in a database. By 
calculating all current budgets in real-time, no budgets 
are saved to a database and errors cannot get stored 
permanently. The Department, Activity, Article, 
Domain, Product and Budget year instances on the left 
of the figure are used to define the most granular 
budgets. A combination of these instances can be used 
as a key for defining a budget, as a specific budget 
belongs to a single department, activity, etc. 
Furthermore the application allows for the grouping of 
articles in Economic groups, which in turn make up a 
Budget estimate. This estimate is used to draw up a 
target budget at the beginning of a budget year. The 
management of budgets is controlled by the data 
element instances on the right side of the ERD. 

Fragments of a budget can be reserved (i.e., a Budget 
fixation) for a specific cause and the fixations are 
allocated to a specific supplier. Over time, these 
fixations can be called in Budget calls, so the budgets 
can be partially spent when needed. For these budget 
calls, Invoices and Work orders need to be made so the 
calls can be successfully supported with the necessary 
paperwork.   

 
3.2. Descriptor files  
 

Once the requirements have been formulated as NS 
element instances, the instantiations need to be coded. 
This is done in descriptor files, which are text- or 
XML-based files describing the inputs for the 
expanders. For example, in case of a data element 
instance, the pattern expansion mechanism would need 
a set of parameters including the basic name of the data 
element instance (e.g., Budget), context information 
(e.g., component and package name), data field 
information (e.g., data type) and its relationships with 
other element instances. This shows that with a 
minimum of input, descriptor files can be used to 
expand code into large applications. Through the 
process of expansion, this minimum of information can 
be transformed in a full application, as discussed in the 
next section. For the budget application, all 15 element 
instances were defined in descriptor files. 

 
 

3.3. Code expansion  
 

In the next phase, the descriptor files get expanded 
into the code of a functional application. This is done 
by software (called NS expanders) developed 
especially for this purpose by the Normalized Systems 
eXpanders factory (NSX). The NS expanders expand 
the descriptor files into skeleton source code for all the 
identified instantiations, together with all deployment 
and configuration files required to construct a working 
application on one of several supported technology 
stacks. The classes of the skeleton code represent the 
modular structure of the defined NS elements. 
Moreover, the required boilerplate code is included as 
well. For the budget example, this would be the set of 
classes and data fields: the bean class BudgetBean, 
interfaces BudgetLocal and BudgetRemote, etc.. 
Because the code expansion process is typically very 
fast, the NS development process allows for iterative 
and interactive sessions with end users. In these 
sessions, changes to functional requirements and data 
models can immediately be made in the descriptor 
files, followed by a re-expansion into a new version of 
the application.  
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Figure 3. Entity Relationship Diagram of Budget application 
 

Therefore, the correctness of requirements, data 
model and descriptor files can be validated within a 
single or very few sessions. This way, the first three 
steps on the NS development process -analysis, 
creation of descriptor files and expansion- are in fact 
an iterative loop that is repeated as long as needed. 
Because the descriptor files can be easily changed and 
re-expanded, this loop can be gone through very fast, 
leading to short development cycles. Once the end user 
expectations have been fully verified by the iterative 
development cycles, the basic functionalities of the 
application are fixed, which significantly reduces the 
risk of scope creep in the remainder of the project. 

For the budget application, the expanded code base 
consisted of 379 Java files and 586 Strut files. The fact 
that these files are all part of the 15 NS elements 
defined in the functional analysis, shows how the 
meticulous adherence to the theorem of Separation of 
Concerns impacts the granularity of modules in the 
codebase.   
 
3.4. Extensions  
 

Although the process of expansion delivers a fully 
working application that includes all defined NS 
element instances, the functionalities of the application 
most likely still need to be extended in the fourth phase 
of the development cycle. This is because the NS 

expanders are carefully designed to only expand code 
that fully complies to the NS theory. However, not all 
code can already be expanded in this way, implying 
that two types of requirements may still need to be 
added to the code of an expanded application: (1) 
requirements that are very specific to the application 
and (2) generic requirements that have not yet been 
“Normalized” and therefore not have been included in 
the NS expanders. The first type of requirements will 
always have to be implemented by developers, as it 
concerns extensions for specific customer requests. 
These context-specific extensions are kept out of the 
NS expanders, as these should only contain (general) 
architectural deductions from the four NS theorems. 
The latter manual additions are due to the fact that 
extending the NS expanders to include new features in 
a normalized way is a difficult process: any addition to 
the expanders needs to be in full accordance with the 
NS theory. Therefore, not every feature of NS 
applications can yet be expanded and manually coded 
extensions are needed to enhance the functionalities of 
the expanded application. When building applications, 
the developers however constantly look for 
possibilities to include extended features in the NS 
elements, as has been done with some features of the 
budget application.  

Adding extensions to the expanded code needs to 
happen in a controlled way, as experience shows that 
combinatorial effects can be injected in software when 
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they are not included in the right way. This has 
however been resolved by only allowing extensions to 
be added in two controlled ways: (1) by adding it in a 
separate class or (2) by adding extensions within pre-
specified anchors in the expanded code. An automated 
harvesting mechanism then allows for the extensions to 
be extracted from the expanded code and stored 
separately. After a re-expansion, the extensions can 
then be re-injected in the expanded code without any 
impact on the process of expansion. When a new 
version of the expanders is built (for example with new 
frameworks in the web tier or in the persistence tier, or 
with minor upgrades), the application is re-generated 
by first expanding the skeleton code and then injecting 
the extensions. This re-expansion process is highly 
automated and can be performed quickly, but can still 
result in conflicts between the extensions and the 
skeleton code. That is one reason why NS applications 
should regularly be regenerated; another reason is that 
with this minimal regeneration effort, all new features 
in the expander code (for example, new user interface 
widgets, value types or validation rules) are made 
available in all regenerated applications. 

As the functional analysis and code expansion can 
be done fast, most of the effort in building the budget 
application was invested in programming the 
extensions. Of the total development time of 30 man-
days, about 90% of the effort was spent on developing 
the extensions. Of these 27 man-days of development 
time, approximately 60% of the effort was spent on 
actually incorporating the extensions and the other 
40% was spent on incorporating the extensions of the 
budget case into the NS elements in a way that the 
same extensions can be expanded in a fully evolvable 
way in future NS applications.  

For the budget application, two types of extensions 
were needed to satisfy the user’s requirements: logic 
extensions and graphical extensions. The logic 
extensions included operations that are not included in 
the NS expanders because of their context-specific 
nature, such as the on-the-fly calculation of the current 
budget based on all previous budget changes, 
validation of uniqueness of budgets, validation of 
budgets calls not exceeding available budget, etc. 
These extensions only account for about 30% of the 
effort spent on extensions. The second type of 
extensions was responsible for much larger 
development efforts, amounting to 70% of the 
extension development time and therefore about 60% 
of the total development time of the application. The 
high costs of the graphical extensions were caused by 
the impossibility of expanding advanced graphical 
screens at the time of the start of the development of 
the budget case. As the application contains data 
regarding budgets at several different levels, the end 

users required different overviews of budgets (e.g., by 
department, activity, etc.) which were not included in 
the standard screens the NS. Therefore, a great deal of 
extensions was needed to provide this advanced screen 
functionality. In this way, these advanced screens 
incorporate a similar functionality as the Excel pivot 
tables that were used before. These advanced screens 
also allow the presentation of several NS data element 
instances within the same screen, so-called “composite 
screens”.  

Although developing these advanced screens was a 
time-intensive task, we need to stress that the effort to 
produce an important part of these composite screens 
can be re-used in future applications as well. Therefore 
approximately 40% of development time spent on the 
advanced screens is estimated to be in other 
applications. Additionally, while the initial attempts 
required 600 lines of code to correctly show a 
composite screen, it only takes approximately 60 lines 
of code in newer applications. 
   
3.5. Launch and Use of application 
 

Once the extensions have been added to the 
expanded application, an NS application needs to go 
through testing, verification and data input phases 
before it can be deployed. Because of the rapid 
expansions of applications, issues that are otherwise 
proportionally irrelevant, become some of the biggest 
issues during an NS project. This is the case since the 
resolution time of these issues cannot be shortened, 
even though the overall development time of NS 
applications is drastically shortened. Some of these 
issues are for example technical challenges such as 
data conversion and input. In the budget case, data 
from the replaced application and spreadsheets was 
fragmented and in different data standards. Therefore, 
data conversion and input were labor-intensive and 
provided one of the biggest challenges of the project. 
To handle these issues, import mechanisms have been 
developed to import existing data in new NS 
applications. This import is managed through either 
manual input screens or automatically generated 
import clients. The chosen method depends on the 
amount of instances that need to be imported. When 
there are a lot of instances to be imported, this is done 
by automated import clients. Sometimes these import 
clients need to be extended depending on the (type of) 
data to be imported, which means this will only be 
done if manual input is too cumbersome because of a 
large amount of instances.  

The 500 existing budgets of the previous budget 
application were imported using clients. First, 500 
instantiations of the budget element were created and 
their value was set by an initial budget change for 
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every budget. Therefore this import process also 
included a verification whether each budget was 
unique (i.e., each budget should have its own unique 
key) and whether data for every empty budget field 
were present.  
 
4. Transferring knowledge to new 
applications 
 

An important aspect of the development of NS 
applications is that new insights obtained from 
practical application of the theory are constantly being 
added to the NS knowledge base. These insights range 
from newly normalized features in the NS elements 
that can be re-used in future applications to new 
general reflections on building Normalized software. 
The knowledge management processes that support 
capturing, storing, transferring and applying these 
knowledge have been discussed in previous work [2].  

During the development of the budget application, 
several of such new insights have been gained which, 
since then, have been applied to other applications. 
Although there plenty examples of new knowledge and 
additions amassed from the budget case, we will 
discuss three of the most important types in the next 
paragraphs. 

Through the repeated application of the NS 
theorems, software modules become more and more 
granular. This is mainly because of the Separation of 
Concerns theorem that requires concerns to be 
separated. For software to become truly evolvable, this 
separation should be applied very thoroughly. For the 
graphical screens, this for example means that an 
empty page is generated and all graphical items such as 
tables, figures, buttons, etc. are included as separate 
elements. This far-reaching separation of elements 
allows these elements to be changed without affecting 
other parts of the page (i.e., being evolvable) and it 
allows for the re-use of these elements (e.g., a table) in 
other pages. Another example of concerns that have 
been separated in the budget application is the 
presentation of a clickable button and the logic that 
determines what needs to happen when the button is 
clicked. Clicking the “view” button, for example, 
needs to trigger a selection model to determine which 
type of presentation will be used to present the 
requested data. Normally these selections are hard-
coded in JavaScript for each button, meaning the 
selection model for the type of graphical representation 
for several pages cannot be changed in one single 
location in the code. However, by separating these 
concerns it becomes possible to change both concerns 
(i.e., the button click and graphic selection model) 
independently and at their own single location. But 

decoupling the code according to the NS theorems 
requires insight and well thought-out planning. For 
example, where does the graphic selection model 
belong: it is not related to the included table or the 
pagination, so where does it belong? 

The second addition to the NS knowledge base 
gained from the development of the budget application 
is the advanced GUI screens (i.e., composite screens). 
Although these cannot yet be directly expanded 
(extensions are still necessary), the goal is to make this 
possible one day. However, thanks to the efforts made 
during the budget application development, some 
components of the composite GUI screens will be 
readily available to be (re-)used. To make complete 
GUI screens available out-of-the-box, some 
complexities needed to be overcome. According to the 
developers, the complexity resides in the fact that end 
users have different perspectives on a specific data 
element. Consider for example the data element  
“Contract”. Some users are interested in the legal 
aspects of a contract, while others are interested in the 
financial aspects. These different interpretations of the 
same element should be translated in the presentation 
of the data element instances to the users, so that 
different data related to the same data element can be 
shown to users (i.e. different views/projections). For 
example, some possible views for the budget 
application are (1) which budget is available, (2) which 
budget is billed and (3) which budget is fixed. These 
distinctions are however not yet fully understood and 
implemented. But once they are, the more complex 
GUI screens can also be included in the expansion 
mechanism.  

A third addition to the NS knowledge base was the 
use of an improved extension harvesting mechanism. 
As discussed earlier, extensions can be added either in 
separate classes or between pre-specified anchors in 
the implementation code. An automated harvesting 
mechanism can then harvest all extensions and re-
inject them after the application has been expanded 
again. This process makes the extensions and expanded 
code independent. This mechanism has been developed 
during the budget case project. Before that, extensions 
were added by replacing existing implementation 
classes. This however led to duplicated code when 
these extensions needed to be applied in several double 
element instances. Additionally, the code extensions 
were not clearly identifiable which resulted in a loss of 
code (or manual retrieval) when a re-expansion was 
performed. Therefore the new harvesting mechanism 
was devised and has been used in the development of 
all NS applications since the budget application. 
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5. Discussion 
 

Some interesting observations can be made from 
the description of the case in the previous section. 

First, we can notice that -although both their 
discussion in this paper as the period of time spent on 
them in the project are rather lengthy- the NS 
extensions are anything but limitations of NS 
development projects. As the NS approach allows for a 
very fast way of developing the basic application (i.e., 
by descriptor files and expansion), the time spent on 
developing extensions becomes the only significant 
component of the complete development process, as 
shown by the 90% effort spent on the extensions (i.e., 
27 man-days). Because of the expansion mechanism, 
time spent on programming skeleton code and 
“boilerplate code” is minimized. The overall effect of 
the expansion on the total development time is 
therefore positive, as the extensions would take up the 
same time when building an application according to a 
non-NS approach. This is shown by the equal 
development times (of 16 man-days) for application-
specific requirements in both development processes in 
Figure 4. Furthermore, an audit shows that only 5% of 
the total code of the budget application was “touched” 
after expansion. That is, only 5% of the total 
application code is made up of extensions. However, 
the actual implementation of these extensions 
accounted for 54% (or 16 man-days) of the total 
development effort of the application (i.e. 90% of total 
development time was spent on extensions, of which 
only 60% was used for actually implementing them). 
As manually programming extensions is far more labor 
and cost-intensive than using automated code 
expansion, we can state that the NS development 
provides a great advantage over traditional 
development of software. This advantage is also shown 
in Figure 4. The time needed to program the skeleton 
code (including boilerplate code) is significantly 
reduced from approximately 30 man-days to only 3 
man-days due to the expansion of NS elements. To 
make this reduction possible, the NS development 
process however requires an investment of 
development time in order to incorporate NS 
extensions of the application into the NS elements. For 
the budget management application 11 man-days 
needed to be invested in this phase. This additional 
effort is however needed to further extend the 
advantages of NS expansion so these extensions (e.g. 
advanced GUI items, logic extensions) can be rapidly 
expanded into future applications without the need for 
manual programming (as discussed in Section 4).  

Second, we already mentioned that the functional 
analysis in the NS development process is done in 
terms of the constructs of the approach (i.e., instances 

 

Figure 4. Comparison of estimated 
development times 

 
of the 5 NS elements). We believe the NS 

development approach can actually completely fulfill 
this promise, which could be criticized for Object-
Oriented (OO) analysis and design methods. In NS, 
contrary to “objects”, the elements can truly be 
considered anthropomorphic. This is because the NS 
elements also include cross-cutting concerns such as 
persistency, security, etc. Therefore one can portray a 
complete application by only needing to describe its 
NS element instances. For the NS budget application 
presented in Figure 3, this means the presented ERD 
shows all aspects of the application, as all cross-cutting 
concerns are automatically included in the shown 
element instances. In contrast, a description of the 
anthropomorphic objects in object-oriented 
programming does not suffice for such a complete 
application description. Indeed, additional classes to 
provide persistency, security etc. need to be added 
manually to the model later on, thereby weakening the 
anthropomorphic character of the implemented class 
diagram. 

A final observation that can be made from the case 
is that the development of evolvable software does not 
need to entail exorbitant costs. Although building 
evolvable software is shown to be very complex, the 
NS expansion mechanism and the transfer of 
knowledge to new applications help to streamline this 
apparent impossible development. Moreover, the 
evolvable structure of an application will result in far 
lower adaptation and integration costs during later 
phases of the life cycle of the IT application. This is 
because new functional requirements can be 
implemented without the effort needed for a specific 
change to the system growing over time (i.e., when the 
application becomes larger and more complex). 
Presuming volatile environments that require regular 
changes to the organization and its information 
systems, this leads to an overall lower Total Cost of 
Ownership of the IT application. 
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This paper also has a number of contributions. 
First, the description of the development of an NS 
application shows the practical feasibility of the NS 
design theory [8]. In doing so, it addresses the requisite 
relevance cycle in design science research [7] and 
fulfills the “expository instantiation” component of the 
design theory anatomy defined by Gregor and Jones 
[6]. Therefore this paper has a theoretical contribution 
as well, as we once more demonstrated the 
completeness of the NS theory as a design science 
theory. Third, the case description shows the 
complexity involved with developing evolvable 
software. Considering the described application is 
rather small, the issues and difficulties cited in this 
paper show that developing evolvable software is 
surprisingly challenging. This paper however 
demonstrates how these challenges can be overcome 
thanks to the NS theorems, NS development process, 
pattern expansion, etc. 

Several possibilities for future research can also be 
defined. As discussed in this paper, the included 
budget application is rather small and only includes 
data element instances. Therefore an evident first 
extension would be the discussion of more complex 
cases performed according to the NS theory and its 
development process. In such research, one could study 
whether additional challenges and problems arise 
because of the larger or more complex nature of the 
developed applications. A second possible route for 
future research is to do a quantitative study comparing 
the lead time and Total Cost of Ownership of NS 
applications to non NS-compliant software. However, 
it should be noted that such a study is very challenging 
and resource-intensive.  

 
6. Conclusion 

 
In this paper we discussed how the NS theory can 

be applied to develop evolvable software. This was 
shown by means of the extensive description of a 
budget management application developed according 
to the NS theory and its development process.  
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Abstract—New technical and business opportunities lead to

the adoption of new information systems. Integrating these new

systems with the existing application landscape poses many chal-

lenges, especially when legacy systems are involved. These systems

may rely on completely different architectures or assumptions

regarding functionality. Normalized Systems Theory addresses

this issue by stating that information systems should behave

as stable systems. It identifies the main obstacle to achieving

stability, so-called combinatorial effects, and proposes four design

theorems to avoid these combinatorial effects. Based on these

theorems, a set of exemplary software elements are created

which can be used to generate applications. In this paper, we

demonstrate the real-world usage of these software elements

in legacy integration projects by describing four case studies.

From a theoretical perspective, these cases validate the theory-

based approach of Normalized Systems Theory. From a practical

perspective, these cases demonstrate how adoption of Normalized

Systems software could be approached: first, by integrating

existing systems, and second, by building future applications

adhering to the theory.

Keywords—Normalized Systems; Enterprise Application Inte-

gration; Software Architecture;

I. INTRODUCTION

When information systems are implemented as a reaction
to occurring opportunities or as a defense against a surfacing
threat, fast deployment is paramount. As a result, adhering to
a complex architecture or focussing on long-term integration
is not always a priority. Even when such concerns are taken
into account initially, the changes in technology or changes
in business requirements result in information systems which
are no longer compliant with the initial architecture. As a
result, business-critical legacy applications often operate fine
on their own. However, their business functionality remains
locked within these applications, and is often not accessible for
innovation or integration with other business functionalities.
The real business need to support innovation, the preservation
of the large investments which were made to build these ap-
plications, and the risks involved in replacing or redeveloping
legacy applications has led to ex-post efforts to enable applica-
tion integration. Consequently, the integration of applications,
referred to as Enterprise Application Integration (EAI), has
become distinct from application development itself, both as
a design concern during development, as well as the software
used for performing the business task and the integration.

EAI is a broad field, where different types of integration

approaches and technologies have been developed [1], [2]. This
breadth can be illustrated by three types of integration. A first
type of integration refers to Enterprise Application Integration
at the user interface level. Using this type, several applications
can be represented as a single applications with a common
user interface. For example, user interface wrapping describes
how screens of a legacy applications are captured and mapped
into a modern graphical interface by using screen scraping
techniques.

A second type of integration revolves around logic level
integration. This type describes how business logic of a
different application can be invoked in order to provide
functional integration of different applications. Technologies
such as Remote Method Invocation (RMI) and CORBA allow
the invocation of business logic on remote systems. More
recently, web services, Service-Oriented Architectures (SOA)
and microservices have been proposed to enable a platform-
independent remote invocation of business logic. SOA has been
described as an architectural style that uses loosely coupled
services, having separated concerns, as main components to
build new solutions as compositions of services [3]. As such,
SOA focuses on reuse, integration and composition, rather
than developing new applications. It proposes to wrap legacy
functionality and expose it as a service. The technology that
supports the integration of various systems communicating
through services is referred to as message queue systems or
message oriented middleware, of which an enterprise service
bus is a popular example.

Logic level integration is not always possible or even
wanted, because the integration of business logic needs to
be made explicit. A third type of integration, data level
integration, circumvents this issue. Using data level integration,
existing data sources of legacy application are made accessi-
ble to new applications. The business logic present in these
applications is not invoked, and data validation or consistency
checking is not always enforced. Different approaches for data
level integration are possible: the data can be replicated in a
new database and made accessible for new applications, or a
database gateway based on ODBC or JDBC could be used.

Despite the identification of success factors [4] and design
principles [5] for EAI, and regardless of the type of enter-
prise application integration [1], integration projects are often
considered to be complex. During integration, various non-
functional requirements need to be taken into account, such as
performance, maintainability, evolvability and scalability. Dif-



ferent applications are likely to be developed with a different
focus for such requirements, making it difficult to achieve these
characteristics for the integrated system as a whole. Moreover,
despite the observation that EAI has evolved as an activity
separated from the development of applications, it has been
observed that “traditional middleware demands significant
alterations to the source and target systems, embedding the
middleware layer into the application” [1, p. 4]. As a result, the
life cycle of information systems is altered by the integration
project, and the complexity of adapting existing applications
needs to be considered in addition to the inherent complexity
of the integration project itself [6].

In the next section, we discuss Normalized Systems Theory
(NST), which proposes a structured approach to handle this
complexity. NST has been described extensively in [7]–[9].
In these publications, a primary focus exists on the theoretical
basis of NST in the stability concept of systems theory. Various
empirical case studies on the usage of NST in practice have
been published as well [10], [11], mainly focussing on newly
developed, stand-alone applications. However, various real-
life implementations which focus on integration have already
been completed. In the remainder of this paper, we will
therefore document four cases in which NST was used to
build applications which need to integrate one or more non-NS
applications.

II. NORMALIZED SYSTEMS THEORY

The NS theory is theoretically founded on the concept of
stability from systems theory [7]. According to systems theory,
stability is an essential property of systems. For a system to
be stable, a bounded input should result in a bounded output,
even if an unlimited time period T ! 1 is considered. For
changing information systems, this means that a bounded set
of changes (selected from the so-called anticipated changes
within NS theory) should result in a bounded impact to the
system, even for T ! 1 (i.e., an unlimited systems evolution
is considered). In other words, stability reasoning expresses
how the impact of changes to an information system should
not depend on the size of the system, but only on size and
property of the changes that need to be performed. If this is not
the case, a so-called combinatorial effect occurs. It has been
formally proven that any violation of any of the following
theorems will result in combinatorial effects that negatively
impact evolvability [9]:

• Separation of Concerns, which states that each con-
cern (i.e., each change driver) needs to be encapsulated
in an element, separated from other concerns;

• Action Version Transparency, which declares an action
entity should be undateable without impacting the
action entities it is called by;

• Data Version Transparency, which indicates a data
entity should be updateable without impacting the
action entities it is called by;

• Separation of States, which states all actions in a
workflow should be separated by state (and called in
a stateful way).

Consistently adhering to the NS theorems results in very
fine-grained modular elements which may, at first, be regarded

as complex. Consider for example the Separation of Concerns
theorem. NST describes a minimal set of concerns which need
to be separated. For example, any external technology which
is used (i.e., any library, framework, or programming language
which is not the background technology) should be considered
as a change driver, since the evolution of that technology
can be different than the background technology. As a result,
the use of external technologies should always be separated
in a separate construct. When programming manually, the
programmer ultimately decides on the separation of concerns
in constructs, and needs to take into account all implications
of the theorems at all times. This makes it very unlikely to
attain software free of combinatorial effects without the use of
higher-level primitives or patterns. Therefore, NS proposes a
set of five elements (action, data, workflow, connector and trig-
ger) that serve as patterns. These elements consist of modules
(i.e., software constructs in a certain background technology
such as JEE) which are separated based on the implications of
the NS theorems (e.g., every external technology is separated).
Based on these elements, NS software is generated in a rela-
tively straightforward way through the use of the NS expansion
mechanism. For this purpose, dedicated software (called NS
expanders) was built by the Normalized Systems eXpanders
factory (NSX). For example, the constructs for the data entities
are created by the data element pattern expander. Parameters
for the data entity are specified in a XML configuration
file, also called a descriptor file. After the expansion of the
elements, the codebase can be modified through customizations
in certain locations. These customizations can be collected or
harvested and inserted or injected again in a newly expanded
code base.

Consider the structure of a data element. The name of this
data element is referred to as <Obj>. The generated artefacts
can be considered to exist on different layers. The data layer
manages persistence through, for instance, a database. For ev-
ery data element, an <Obj>Data class is created to handle the
persistency through a JPA provider (e.g., Hibernate, OpenJPA,
EclipseLink). The logic layer contains the business logic. For
a data element, an <Obj>Bean class is created to handle
transactions using an EJB container. An <Obj>Remote class
is created to provide remote access though Remote Method
Invocation (RMI). The proxy layer provides access for remote
systems, and decouples the concerns handled by the logic
layer: the <Obj>Proxy class is aware of the RMI technol-
ogy to communicate with <Obj>Remote, but systems using
<Obj>Proxy do not need to know about RMI. Communica-
tion between different layers is handled by the shared layer,
which defines technology-agnostic shared data objects. Since
different layers with different technologies use these objects as
input or output, no specific technology (other than the back-
ground technology) can be used. In the technology background
of JEE, these objects are therefore Plain Old Java Objects
(POJOs). The interface of the shared data objects should
be version transparent with respect to new data attributes.
Various shared data objects are created for each data descriptor.
<Obj>Info provides summary information. Data fields to be
included as summary information can be parameterized in the
data descriptor files. <Obj>Details consists of both data
fields and target links for relationship fields. <Obj>Info and
<Obj>Details classes only contain the actual data of a
data element. In order to perform certain operations, context



information is sometimes required as well. For example, in
order to control which users can perform which CRUDS
operations on a certain data element, security rules need to be
enforced. Data related to the user should not be mixed with
the actual data fields of a data element. Moreover, different
types of context information may need to be added later.
Consequently, the <Obj>Info and <Obj>Details classes
can be wrapped in a ParameterContext class, which
contains a UserContext, and possible other contexts.

The NS elements are not independent of each other. For
example, an action element is always performed on a data
element. Consequently, these elements can be considered to be
building blocks for information systems. Consider the data el-
ement described above. For such a data element, a GUI can be
generated through the expansion of a user connector element.
Similar to the data element expander, the generated classes
are grouped in different layers. The control layer exposes the
available services to web clients. A possible technology is
Struts2. An <Obj>Agent class is created for handling the
HTTP sessions using servlets in a servlet provider. Several
<Obj>Action classes are generated to handle the model
part of the MVC for the user interface. <Obj>-page.jsp
pages are generated to render the server pages needed for
the user interface. The controller part of the MVC pattern
is handled by the generated struts.xml file. Moreover, a
JSON API is provided as well, to allow the usage of a view
model layer. The view model layer allows a separation between
the view pages for the user and the viewmodel (in javascript).
A <Obj>-page javascript file is created to implement the
viewmodel in Knockout.js. The view layer renders the UI
for the user using HTML and CSS. Various HTML files,
such as <Obj>-entry, <Obj>-find, <Obj>-detail,
and <Obj>-list are generated.

III. CASE STUDIES

In this section, four case studies are documented to illus-
trate how Normalized Systems Theory, and more specifically,
the NS elements, enable systems integration.

A. Lease Company

1) Organization Context: The lease company which is
the subject of this case is a market leader in leasing and
fleet management and manages a fleet of over 50,000 ve-
hicles. The CRM application of the lease company was to
be replaced by SalesForce, a Software as a Service (SaaS)
solution. Previously, the CRM functionality was handled by an
application based on an IBM Notes database. The organization
required that all data regarding customers (e.g., contracts and
transactions) was captured on their AS/400 system, in order
to enable integration with other applications. Therefore, an
integration between the CRM application and the AS/400
system was in place.

2) Integration Issue: Since the CRM application of the
lease company was moved to the cloud, a new integration
solution to synchronize customer information with other in-
ternal applications on the AS/400 system needed to be built.
This is an often-occurring problem when integrating systems
using point-to-point connections. Whenever a new version
of either system is implemented, or whenever a system is

replaced by another system, all point-to-point connections need
to be reconsidered, and possibly adapted or rebuilt. Solutions
suggested for this issue usually incorporate the bus pattern.
This has been proposed in literature (e.g., [12]) and in various
implementations of an enterprise service bus (e.g., Objectweb
Petals ESB, Apache ServiceMIX ESB, or Fuse ESB). How-
ever, such solutions usually add substantial complexity to
the architecture. As a result, when the number of systems
to integrate is relatively low, these solutions are omitted in
favor of point-to-point integrations. Moreover, the enterprise
service bus has recently been criticized by practitioners based
on the observation that the complexity within such integration
systems easily grows out of control [13].

3) Normalized Systems solution: an NS application was
developed to manage the back-end integration of this data.
The data that needs to be transferred to SalesForce is put into
intermediary tables by the custom software running on AS/400.
For each of these intermediary tables, a NS data element
instance is defined to manage the integration. Additionally,
for each of these NS data element instances a corresponding
workflow and task element instance was defined.

The data element instances define the information that
needs to be transferred from AS/400 to Salesforce. This
includes a general name for the instance, and data fields
related to the data object that is synched. The data descriptor
files could be based partially on the AS/400 data definitions.
These data definitions were exported from AS/400 to lists
in Excel. These lists could be used as input to generate NS
data descriptors. No relationships were defined between the
data element instances, as the NS element instances are solely
used to transfer (and not store) the information. Instead, a
data field relationshipID is included, which can be detected
by SalesForce. Initially, four data elements were implemented.
These elements represented the most crucial information that
needed to be available in Salesforce, as (1) business decisions
are made based on this data, and (2) the data needed to be
available for regular operations (e.g., during customer support
by phone). Later on, management decided that additional data
needed to be synchronized, leading to the implementation of
6 additional data elements.

The task elements of the application contain the mapping
of the table columns in AS/400 onto Salesforce data fields.
Creating these mappings required large development efforts,
since certain data was being rejected by Salesforce (e.g.,
certain record types do not exist, or data instances were not yet
transferred to Salesfore) because of data errors in the original
data set.

The workflow elements monitor the statuses of data in-
stances that need to be transferred, and trigger the processing
of these data instances. This is done through a status for each
data object that needs to be transferred that has 4 possible
values (i.e., status 0 refers to an object which is ready to be
transferred; status 1 refers to an active transfer; status 2 refers
to an error during transfer; and status 3 refers to a successful
transfer).

The standard functionality of the expanded data, action
and workflow elements provided a large part of the required
functionality. The only customizations to the generated code
were: (1) managing the maximum chunks of data that can be



transferred, (2) notifying when the waiting list of data that
needs to be transferred is too big and (3) the implementation
of the task that makes the SOAP calls to Salesforce and does
some validation (e.g., no zero values, empty spaces,. . . should
be sent). These extensions were implemented as injections into
the expanded code.

4) Case Discussion: The solution used in this case study
is an example of data-level EAI, as categorized by [1]. The
advantage of this approach is that application logic is bypassed,
and, as a result, this type of integration can be performed
when the applications themselves cannot be adapted, as is
often the case with SaaS. Rather than implementing a bus
pattern, a point-to-point solution was used. However, the
systems involved are separated from each other: sending the
data to SalesForce is encapsulated in a dedicated task element.
Consequently, integration with new versions, or even different
systems, requires less rework than writing a completely new
adapter: only that specific task element needs to be adapted.

This case illustrates several other advantages of using NS.
First, the ability to rapidly develop and deploy production-
ready application is illustrated. An immanent deadline was
present to get the data integration working. Through the use
of descriptor files and the expansion mechanism, a working
application was developed within five man days. According to
the developer, building the application from scratch would take
“approximately 2 to 3 times longer”, since several cross-cutting
concerns would need to be implemented (e.g., hibernate-
mappings, scheduler, feedback logging, . . . ). Moreover, a large
portion of these five days was attributed to “troubleshooting
between systems”, which had little to do with the application
itself, but was caused by the low data quality. This illustrates
the issue of bypassing application logic during data-level EAI
[1].

Second, NS development allows for an iterative way of
extending applications through their evolvability characteristic.
The development of additional data elements was based on the
finding that the initial application was developed very quickly.
Compared to the development effort of the initial application,
the addition of the other elements went much quicker (i.e.,
three man days), because of the experience the developer
gained from the initial application in setting up the data
mappings. Furthermore, since everything is implemented in the
same way and same location, handoff between developers is
simplified. In NS, it is clearly dictated and enforced where
functionalities need to be implemented. As a result, new
iterations can be performed by other developers, which adds
flexibility to the software development process.

B. Railway Operator

1) Organization Context: The second case was conducted
at a railway operator. The railway operator as an organizational
entity is separated from the rail infrastructure maintainer. Both
organizations are held by the government, and collaborate to
provide optimal levels of service to their customers. A daughter
company of the railway operator, which focuses on high-
speed international connections, observed several specific data
needs in order to provide such an optimal service level. More
specifically, it required up-to-date reporting on delays in order
to be able to reroute itineraries on the fly. Since the focus is

on international connections, the international railway operator
has more degrees of freedom in rerouting itineraries than a
local railway operator. The required data was available at the
infrastructure provider. It maintains many sensors throughout
the rail infrastructure to capture exact passage times of trains.
By comparing this data with expected passages, delays can be
identified quickly.

2) Integration Issue: The international railway operator
used a modern development platform to create web appli-
cations. The development platform itself is written in Java.
Data from other applications which were developed in the
same development platform, could easily be integrated in
new applications. However, the data regarding train passages
and delays was made available by the railway infrastructure
provider through a SmallTalk application. This application was
developed in 2001, and was not updated to incorporate modern
web technologies. The application provided access to its data
through CORBA.

The Common Object Request Broker Architecture
(CORBA) is a distributed object architecture similar to but
predating Java’s RMI. The CORBA specification is created
by the Object Management Group, a consortium of over 800
members which publishes standards for distributed, object-
oriented systems. During its main growth phase in the late
’90s, CORBA was considered to be the solution for integrating
distributed systems which were implemented using different
technologies. CORBA specifies a separate Interface Definition
Language (IDL), which needs to be compiled into a supported
language (e.g., C, C++, SmallTalk, Cobol, Java, ...). The
compiled IDL elements can then be implemented in different
languages on the server and the client. Despite this focus on
integration, the adoption of CORBA suffered a steep decline
during the early ’00s. An important reason for this decline is
the difficulty and complexity of using CORBA’s API’s [14],
which illustrates how the EAI software itself can become an
important part of the overall complexity. As a consequence
of the lack of adoption and complexity of the technology,
CORBA has become an impediment for integration, rather than
a solution.

At the railway operator, no knowledge regarding the inte-
gration of CORBA in the development platform was present.
The developers of the railway operator were mainly trained
to use the development platform. Knowledge regarding the
underlying technologies (e.g., Java) was not widespread. As
a result, expertise for integrating the underlying technology
of the development platform with an outdated middleware
architecture was missing. An external consulting company was
brought in to provide that expertise.

3) Normalized Systems solution: Using the terminology of
NST, CORBA should clearly considered to be an external tech-
nology. However, the development platform used by the rail-
way operator does not provide a mechanism to systematically
separate external technologies. Upgrades to the development
platform can cause impacts on the code for retrieving data
through CORBA. As a result, a standalone NS application was
developed, in which data from the SmallTalk application can
be captured. From the point of view of the NS application,
the development platform is an external technology as well.
Access to the data of a NS application can be provided in
different ways (i.e., RMI, HTTP REST or EJB).



The NS application handled the import of data from the
SmallTalk application of the railway infrastructure provider.
Five days were needed to investigate the network access
methods, get familiar with the technology, and gain access to
the data in the SmallTalk application based on the obtained
access rights. Based on the java compilation of the IDL
provided by the railway infrastructure provider, a CORBA
client was created in 2 days. Writing the NS descriptor files
and generating the application which could capture the data
from the the CORBA client took 2 hours.

Once the data is available in the NS application, it can
be retrieved by the new web application of the international
railway operator. In NS, this can be achieved in several
ways. For example, the protocol connector element exposes
the CRUDS functionality to external applications [9]. The
exemplary implementation uses the EJB container and Apache
Axis web service framework to export all CRUDS methods
of stateless session beans as web services [7]. Based on the
descriptor file of a data element (e.g., Train), the required
constructs for a stateless EJB session bean are created (e.g.,
TrainProxyBean, EJB interface classes such as TrainProxyLo-
cal and TrainProxyRemote, and EJB home interface classes).
Moreover, configuration data for Apache Axis is generated in
order to expose the CRUDS methods of the session bean as
web services. Eventually, the web application was provided
with easy access to the required data. The data is queried every
30 seconds, and processed in the web application framework.
Afterwards, a cleanup tool for the database was developed.
This cleanup tool was required because of the large data
amounts which were captured. Because of the near-real-time
access requirements of the railway operator, fetching the
data took longer than 30 seconds. Therefore, older data was
removed by the cleanup tool. The development of this cleanup
tool took one day.

Since the NS application provides back-end data inte-
gration, users do not need to enter data in the application.
Therefore, certain functionalities of a full application deploy-
ment, such as GUI functionality, user authentication, or web
access are not needed. NS applications are usually deployed
on an application server, such as Jonas. In order to preserve
a strict security policy, the railway operator preferred that
a deployment alternative was used which did not need an
application server, since this opens up certain HTTP access
ports on the server. Therefore, a more light-weight approach
towards deployment was taken: instead of a full application
server, a stand-alone EJB provider (EasyBeans) was used. This
was not supported in the expanded deployment descriptors, and
needed to be added as a customization, which took about half
a day.

4) Case Discussion: The integration issues with CORBA
illustrate that the reasons for a strict separation of every
change driver are not necessarily only technical in nature.
While certain technical shortcomings have been identified as
drivers for the declining adoption of CORBA, these technical
shortcoming have been claimed to be symptoms from the
consensus-based procedures of the OMG [14]. Similarly, a
lack of control on the update cycle of external technologies
can force adaptations to software, with the only goal of
keeping the application operational. This case further illustrates
how the integration issues were not caused directly by the

technical shortcomings of CORBA, but rather by the lack of
availability of developers who are familiar with the technology.
This stresses the relevance of reusing connections to certain
technologies in legacy projects: in future projects, a similar
lack of developers could be anticipated by reusing the CORBA
client in, for example, a connector element.

Addressing the missing familiarity with CORBA took the
highest investment in this project. Overall, the development of
the NS application took about 9 days. Of these 9 days, 7 days
were unrelated to the concrete solution which was proposed
(i.e., 5 days for setting up the CORBA connection, and 2 days
for developing the CORBA client). Specifying the descriptor
files and expanding the application only took a fraction of the
total time (i.e., 2 hours). It should be noted that this last step
enabled a large portion of the functionality: storing the data
retrieved from the SmallTalk application, and providing the
web services to be consumed by the newly developed web
application of the international railway operator. Developing
this functionality from scratch would significantly impact the
project timeline.

It could be argued that setting up the stand-alone EJB
container should be attributed to the consequences of using
an NS application as well. Even so, this took only half a day
(which is probably comparable to setting up an application
server if no prior experience is available), and could be
considered as an addition to NS itself. Once the deployment
specifics are well understood, a deployment descriptor for
EasyBeans can be added to the expanders. As such, it can
be reused in future projects. This is an illustration of how the
expanders enable knowledge reuse in NS. This mechanism is
discussed in more detail in [15].

C. Human Resources Consulting Firm

1) Organization Context: The third case was performed at
a multinational human resources (HR) consulting firm. The
organization employs over 28.000 people and has branches
in 39 different countries. Data storage in this organization
was implemented using a legacy application using an Oracle
database. In order to modernize the access and administration
of the data, web-based access to 180 data entities was required.

2) Integration Issue: PL/SQL is a proprietary extension
of SQL for the Oracle database. Using PL/SQL, procedural
language constructs, such as conditions, loops, procedures and
functions can be added to database queries. In recent versions,
runtime errors can be caught through exception handling,
and certain object-oriented characteristics are supported as
well. Performing integration with PL/SQL databases can be
challenging from a NS theoretical viewpoint as PL/SQL’s
software architectures combines database structures and pro-
cessing instructions in a very tight way which are, in addition,
vendor specific. For instance, adding validation rules at this
level might result in combinatorial effects when they have to
be repeated elsewhere (which was here, for instance, the case
in their reporting application).

Based on PL/SQL, a set of Web Service Description
Language (WSDL) files can be generated. Such functionality
is offered by tools such as Oracle JDeveloper in order to allow
the modernization of legacy Oracle applications. A WSDL file
is an XML document, which describes how a web service can



be called, which input parameters it expects, and which output
data structures it provides. Consequently, it is conceptually
related to a method signature in programming languages. For
the current data requirements, 180 WSDL documents were
generated. However, developing user interfaces for these web
services manually proved to be complex and labor-intensive.
This illustrates how wrapping techniques, which are often used
in legacy integration projects, still leave a lot of complexity to
be addressed manually.

3) Normalized Systems solution: An NS application was
developed within the PL/SQL and Oracle environment. An
adapted set of the NS expanders needed to be created in order
to allow an NS application to be generated in this technology
environment. The gerenated codebase allows an integration
with the PL/SQL data sources. The proxy part in the data
element, which normally communicates with the logic layer
though RMI, was designed so that it was able to connect
with web services. As such, the logic and data layers of the
data element (as discussed in Section II), were discarded.
Instead, the functionality of these layers was left to PL/SQL,
which combines business logic and data persistence. Further,
additional classes (6 to 7) had to be defined to incorporate some
database operations (e.g., filling finders), due to the specificity
of the Oracle database and use of web services.

Once the adapted expanders were designed, data descrip-
tors could be defined. Each table which was part of the inte-
gration project was associated with a generated web service.
Based on the WSDL file, an NS data descriptor file could be
generated. Using these descriptor files, a software application
of 300.000 lines of code was generated, which provided a large
part of the required functionality, such as consistent CRUDS
screens for all data entities.

Later, some extensions were added to satisfy additional re-
quirements for the user interface. First, some waterfall screens
were added to combine information of several data elements
in one screen. Second, some customization was performed in
order to allow for the management of invoicing. This was to
allow for the entrance of a set of very specific rules by the
users (e.g., whether accounting groups needed to be linked
to organizations, departments, or subdivisions, etcetera), for
which non-standard screens had to be made. This ability was
provided by adding custom Javascript to the view and view
model layers.

4) Case Discussion: The application was primarily focused
on the integration of a back office environment. Afterwards, a
user interface was integrated with it as well so that users had
one integrated view on all underlying parts. The development
of this application took 30 man days. 20 man days of this
period were attributed to building a new set of expanders,
which could generate code to work with the PL/SQL data
sources. It was acknowledged that the adapted expanders
were highly specific for this technology stack (e.g., other
technologies underlying the web services might again result
in another interface: e.g., the web service generator of Java
6 and 8 would generate web services which have a different
interface). However, once these expanders were finished, the
recurring functionality for a large set of data entities could be
generated easily: the resulting application had 300.000 lines
of code. The remaining 10 days in the project were used to
customize the user interface screens. It is observed that the

custom development of user interface screens is similar to more
traditional software development in absolute terms. However,
by using pattern expansion, the custom developments require
a much larger share in relative terms.

While emphasis is often put on the ease of generating
recurring functionality, this case illustrates how the NS ele-
ments essentially provide an modular integration skeleton. This
structure can be enriched with typical functionalities for user
interfaces, engines, etcetera, but essentially remains a skeleton
for integration, which can be adapted for integration with
various environments. This is different with most existing code
generators available which primarily aim at generating func-
tionality, and hopefully provide some integration afterwards as
well [16].

D. Telecommunications company

1) Organization Context: The fourth case took place at a
telecommunications company. The organization had an out-
dated Human Resources Information System (HRIS), which
needed to be replaced. Several options were considered,
and OpenERP, an open source Enterprise Resource Planning
(ERP) system, was selected. However, because of several
organization-specific requirements and the specific legal con-
text of the country where the organization was active, extensive
customization was needed. For example, several incentives
needed to be managed, such as the birth of a new child, and
benefits should be awarded for, for instance, reaching a certain
amount of seniority within the organization. Moreover, specific
reporting needs were formulated.

2) Integration Issue: The organization adopted an Open-
ERP implementation, from which primarily the CRM func-
tionality was employed. Given its open source nature, its
Python source code is freely available, and can be customized.
Customizing an ERP system is an endeavor which has been
well documented and researched. The inherent complexity of
broadly scoped software packages such as ERP systems has
resulted in many failed projects. It is considered to be a risk,
even to the point of being discouraged by several scholars and
practitioners, who advice to use “vanilla” versions of such
packages. Specifically, the risk of breaking customizations
when upgrading to a new version of the package has been
documented. Given the open source nature of OpenERP, no
vendor, who could guarantee backwards compatibility of future
versions of OpenERP, was in place.

Acknowledging the risks associated with customizing ERP
packages, the organization agreed with a vanilla implemen-
tation of OpenERP as the main solution, which would be
complemented by a separate application which handles the
functionality which needs to be customized. This, however,
introduced new integration issues. First, the selected solution
(i.e., using a customized application and a vanilla OpenERP
system) should not impact the user experience. Put differently,
the user should not be able to perceive a difference with a
customized OpenERP system. Second, the reporting require-
ments increased in complexity, since data from two different
databases would need to be integrated.

3) Normalized Systems solution: The issue of breaking
customization in an ERP system with a new version is elab-
orated upon in NST by change drivers which cause combi-



natorial effects. In this case, this would imply that all the
customizations have to be checked and potentially performed
again every time a new version of the OpenERP package
is released. In order to isolate this change driver from the
customized functionality, a separate NS application was built to
handle the modified functionality. The standard functionality,
for which the OpenERP package provides sufficient support,
does not need to be implemented. Of course, certain custom
functionality will be dependent on data which resides in the
OpenERP application. To facilitate data access, a read-only
view on certain tables from OpenERP was created. In the NS
application, data elements were expanded which, instead of
relying on their own persistence technology in the data layer,
referred to these OpenERP views.

The strict layer separation in NS elements demonstrates
how such an integration can easily be achieved. In the structure
of a data element, only the data layer is aware of the concrete
database technology. Consequently, all generated code, which
handles concerns such as remote access or a provides a
CRUDS GUI, can be used out of the box. The functionality
which requires write access to the data (i.e., Create, Update
and Delete operations in CRUDS), can easily be disabled in
the user interface.

For example, the data regarding an employee as captured
by OpenERP sufficed for the organization, and the OpenERP
functionality was used. However, employee data was required
in the NS application as well. Therefore, an employee data
descriptor was created and customized for using the view
on the employee table in OpenERP. From that point on, the
employee data could be used in the NS application as if it was
a native NS data element. Customized reporting functionality
can therefore be developed as if only one system was present.

Later on, both applications become integrated in the user
interface, so that it appears to the user as one application which
provides all required functionality. Based on the strict layer
separation in the NS elements, a specific layout can be created
and expanded for each new element. As such, consistency of
the user interface can be achieved.

4) Case Discussion: This case illustrates how the integra-
tion skeleton of the NS patterns can also be used to provide
an application which is a data consumer: data elements were
expanded to provide a view-only access to existing database
tables. The data elements which were based on the external
data entities could then be integrated with the data elements
which were native to the NS application. As such, integration
at the data level was achieved. This case further illustrates
how integration does not need to be constrained to one layer.
After the integration on the data layer, the application should
integrate with the OpenERP package at the user interface layer
as well. As discussed, this could be done by creating a single
layout for the NS data elements, consistent with the layout of
the the OpenERP interface. Based on the pattern expansion,
this layout could then be used for each data element. However,
other user interface integrations could be explored as well. For
example, the control layer in NS provides a HTTP REST API.
While this API is used by the view model layer in NS, other
applications can use this API as well. As a result, calls to
the NS functionality from within the OpenERP user interface
could be made as well.

IV. DISCUSSION

Over the years, reuse has substantially grown in the IT
industry. However, systematic reuse (which is required to avoid
violations of the separation of concerns principle) remains a
challenge in many contexts, as illustrated by the need for the
EAI field. NST suggests that systematic reuse of modules
could be more difficult than is general considered to be the
case, more specifically, because the coupling levels of the
modules are still too high, which forces developers to inspect
modules or make changes to them in a white box-manner,
which eliminates the complexity reduction-advantage of mod-
ules. For example, [1, p. 39] states that “because interfaces vary
widely in the number and quality of the features and functions
they provide, it is nearly impossible to know what to expect
when invoking an application interface”. This would continue
to make it more efficient from a time-and-budget perspective
not to reuse, thereby introducing combinatorial effects.

Most best-practices from the industry advocate, similar to
NST, modularization of software. However, the amount of
modularization required to eliminate combinatorial effects is
generally not reached in practice. Consider for example how
the NS shared data objects (discussed in Section II) resemble
data transfer objects (DTOs) as discussed by [17]. A data
transfer object is “. . . little more than a bunch of fields and
the getters and setters for them. [. . . ] it allows you to move
several pieces of information over a network in a single call.
[. . . ] the data transfer object is responsible for serializing itself
into some format that will go over the wire” [17, p. 401–402].
However, in the discussion of a DTO, no distinction between
the different types of shared data objects is made, whereas
NS clearly distinguishes several levels of shared data objects
(i.e., the actual data, and context information). Moreover,
data version transparency (cfr. theorem 2 of NST) is not
addressed in this design pattern. This illustrates the difference
between patterns or principles as guidelines which need to be
implemented by the programmer, and an element pattern in
NS, which can be instantiated in actual code.

This difference is important, since NST demands that the
software development process ensures that all NS principles
are applied by all developers at every point in time during
development and maintenance. Even considering that compro-
mises can be made in the number of combinatorial effects,
this is difficult to achieve in practice: human programmers are
likely to introduce a measure of uncertainty in the control of
combinatorial effects. As there are no fully automated ways of
testing all violations, the best way of dealing with this issue
seems to be code generation. Therefore, an implication of NST
at the level of software processes is that highly structured
processes are needed, which demand automation. The NS
elements, which are discussed in Section II and are illustrated
in the cases, provide a proof of feasibility of this approach.

Theoretically, each software module (such as existing
frameworks, packages or even integration middleware) should
be free of combinatorial effects in order to provide an inte-
grated and evolvable application landscape. However, if non-
normalized modules are used as well, NST dictates how
such modules need to be integrated: separation of concerns
demands that each module contains only a single external
technology, package or framework, and therefore prescribes
how the integration should be made.



In the cases presented in this paper, different scenarios
of using NS software as integration solution can be applied.
First, an NS application can be considered as a provider of
data or services. As a data provider, an expanded data element
provides access to its data through (1) EJB-calls or Webservice
calls to the logic layer; (2) RMI-calls to the proxy layer; or
(3) REST-calls to the control layer. Second, an NS application
can be used as a consumer of data or services. For a data
element, integration with external datasources can be made
(1) on the data layer, therefore replacing the standard data
storage configured in the expanders; (2) on the logic layer,
providing CRUDS access to an existing data store providing
its own logic (cfr. the case in Section III-C); or (3) on the
control layer, using for example a REST api from another
application. The cases presented in Sections III-A, III-B and
III-C illustrate the usage of NS applications as a data provider.
The case presented in Section III-D demonstrate the usage of
an NS application as data consumer. This final case further
illustrates how integration efforts no longer needs to be a
separate activity or software: rather, by using a theory-based
development method, new applications can be built which
take into consideration future expansions, adaptations and
integrations.

In order to work towards a completely evolvable applica-
tion landscape, different approaches of NS adoption can be
considered. Existing application developments or the integra-
tion of single systems can be approached as demonstrated in
the cases, building towards a more complete set of integrated
applications. When NS expanders are not yet available for the
technology stack of the organization, the NS theorems can be
applied manually. As argued above, this is not trivial, and au-
dits will be needed to verify adherence to the theorems. These
would be manual, white-box audits. Tools may help, but we are
unaware of industry-strength tools that can check violations of
all the principles at this point in time. The feasibility of using
automated tools to detect indications for combinatorial effects
has been explored in [18]. When sufficient maturity with
applying the theorems is reached, expanders can be created
within the technology stack of the organization. Consequently,
a team of programmers working on the NS expanders should
maximize modularization, even at considerable cost, knowing
that their expanders are frequently (re-)used. On the other
hand, when programming customizations, modularization is
not of prime importance, and focus should be on providing
the required functionality as quickly as possible. As such, a
balance between providing required functionality and working
towards an integrated and evolvable application landscape can
be achieved.

V. CONCLUSION

This paper discussed the issue of integrating various
(legacy) applications, and the solutions provided by the field
of Enterprise Application Integration. It then summarized the
Normalized Systems Theory, which proposes detailed software
elements in which many issues and concerns related to integra-
tion are considered. By describing four case studies, insight in
how the theory can be applied in real-life contexts is provided.
The discussion part of the paper provided further insight
in why and how Normalized Systems can be adopted. As
such, this paper provided contributions on both the theoretical
(i.e., demonstrating the practical feasibility of the Normalized

Systems Theory) and practical (i.e., providing insight in how
integration issues can be approaches) level.
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